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Overview 
• Applying Data Mining (DM) in education is an 

emerging interdisciplinary research field also known as 
Educational Data Mining (EDM) 

• The process of tracking and mining student data in 
order to enhance teaching and learning is one of 
the goals of Educational Data Mining. Hence, the 
ability to predict students’ academic performance is 
very important in educational environments. 

• Predicting academic performance of students is 
challenging since the students’ academic 
performance depends on diverse factors such as: 
• personal,  

• socio-economic,  

• psychological and  

• other environmental variables.  
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Prior work in this area  
• Neural networks for giftedness identification [5], 

• Predicting student performance using data 
mining with educational web-based system [6], 

• Determination of factors influencing the 
achievement of the first year university students 
using data mining [7],  

• Predicting persistence of students using data 
mining methods [9] and 

• Application of data mining methods to the 
student's dropout problem [10]. 
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Limitations of Prior Work  
• One base classifier used 

• Prediction accuracy is about 70-75% 

• Quality of student data not improved. 
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Our contributions in this area are as follows: 
1. To use data mining filtering techniques on student data 
to improve the quality of the data. 
2. To use ensemble (i.e more than one classifier) 
techniques to create a more accurate prediction of student 
performance 
2. To use k-means clustering with bootstrap averaging  
to cluster similar students together. 



Background: Ensemble Classifiers 

• Instead of using one base 
classifier, we use multiple 
classifiers with voting between 
them to identify bad records 
(instances). 

• An ensemble classifier detects 
noisy instances by constructing a 
set of classifiers (base level 
detectors).  

• A majority vote filter tags an 
instance as mislabeled if more 
than half of the m classifiers 
classify it incorrectly.  

• A consensus filter requires that 
all classifiers must fail to classify 
an instance as the class given by 
its training label. 
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   Ensemble Filtering 

  

L1(J48 Decision tree) 

 

Training Data 

D 

L3(Naïve Bayes) L2(Random Forest) 

θ1 

θ3 

θ2 
θ1 δ(yj , θ1(xj)) 
θ2 δ(yj , θ2(xj)) 
θ3 δ(yj , θ3(xj)) 

Test Data 

( xj , yj ) 

Actual Value 
yj 

Predicted 
θ1(xj)  

Predicted 
θ2(xj)  

Predicted 
θ3(xj)  

A A B B 

B B C B 

Noise                                                  



Our Algorithm 
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What is clustering? 
• Clustering: the process of grouping a set of 

objects into classes of similar objects 
• Documents within a cluster should be similar. 

• Documents from different clusters should be 
dissimilar. 

• The most common form of unsupervised 
learning 

• Unsupervised learning = learning from raw data, as 
opposed to supervised data where a classification of 
examples is given 

• A common and important task that can find groups of similar 
students together.  
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A data set with clear cluster structure 

• How would 
you design an 
algorithm for 
finding the 
three clusters 
in this case? 
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Example of application of Clustering:  
Google News: automatic clustering gives an effective 
news presentation metaphor 



Clustering Algorithms 
• Flat algorithms 

• Usually start with a random (partial) 
partitioning 

• Refine it iteratively 

• K means clustering 

• (Model based clustering) 

• Hierarchical algorithms 

• Bottom-up, agglomerative 

• (Top-down, divisive) 



Partitioning Algorithms 
• Partitioning method: Construct a partition of 

n documents into a set of K clusters 

• Given: a set of documents and the number K  

• Find: a partition of K clusters that optimizes 
the chosen partitioning criterion 

• Globally optimal 
• Intractable for many objective functions 

• Ergo, exhaustively enumerate all partitions 

• Effective heuristic methods: K-means and K-
medoids algorithms 

See also Kleinberg NIPS 2002 – impossibility for natural clustering 



K-Means 
• Assumes documents are real-valued vectors. 

• Clusters based on centroids (aka the center of 
gravity or mean) of points in a cluster, c: 

 

 

• Reassignment of instances to clusters is based on 
distance to the current cluster centroids. 
• (Or one can equivalently phrase it in terms of similarities) 
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K-Means Algorithm 

Select K random docs {s1, s2,… sK} as seeds. 
Until clustering converges (or other stopping 
criterion): 
      For each doc di: 
       Assign di to the cluster cj such that dist(xi, sj) is minimal. 

      (Next, update the seeds to the centroid of each 
cluster) 
      For each cluster cj 
             sj = (cj)  

Sec. 16.4 



K Means Example 
(K=2) 

Pick seeds 

Reassign clusters 

Compute centroids 

x 

x 

Reassign clusters 

x 

x x x Compute centroids 

Reassign clusters 

Converged! 
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Bootstrapping : Introduction 

Let the original sample be x=(x1,x2,…,xn) 

• Repeat B times 
• Generate a sample x* of size n from x by sampling with replacement. 

• Compute          for x*. 

  

      Now we end up with bootstrap values  

 

 

• Use these values for calculating all the quantities of interest 
(e.g., standard deviation, confidence intervals) 
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An example 

X=(3.12, 0, 1.57,  
     19.67, 0.22, 2.20) 

Mean=4.46 

X1=(1.57,0.22,19.67, 
        0,0,2.2,3.12) 

Mean=4.13 

X2=(0, 2.20, 2.20, 
        2.20, 19.67, 1.57) 

Mean=4.64 

X3=(0.22, 3.12,1.57,  
        3.12, 2.20, 0.22) 

Mean=1.74 



A quick view of bootstrapping 
• Introduced by Bradley Efron in 1979 

 
• Named from the phrase “to pull oneself up by one’s 

bootstraps”, which is widely believed to come from “the 
Adventures of Baron Munchausen”. 
 

• Popularized in 1980s due to the introduction of 
computers in statistical practice. 
 

• It has a strong mathematical background. 
 

• While it is a method for improving estimators, it is well 
known as a method for estimating standard errors, bias, 
and constructing confidence intervals for parameters. 



A quick view of bootstrap (cont) 
• It has minimum assumptions. It is merely based 

on the assumption that the sample is a good 
representation of the unknown population. 

 

• In practice, it is computationally demanding, but 
the progress on computer speed makes it easily 
available in everyday practice. 



• The population  population distribution 
(unknown) 

 

• Original sample  sampling distribution ? 

 

• Resamples  bootstrap distribution  

 



Bootstrap distribution 
• The bootstrap does not replace or add to the 

original data.  

 

• We use bootstrap distribution as a way to 
estimate the variation in a statistic based on the 
original data. 

 



• Bootstrap distributions usually approximate the 
shape, spread, and bias of the actual sampling 
distribution. 

 

• Bootstrap distributions are centered at the value 
of the statistic from the original data plus any 
bias, while the sampling distribution is centered 
at the value of the parameter in the population, 
plus any bias. 



K-means clustering with bootstrap 
averaging 
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 Tool used: WEKA 



April 5th, 2014 ASEE 2014 









WEKA Code for Ensemble Filtering  
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Empirical Results 
• We tested our approach on two datasets:  
 (a) UCI Student Performance dataset and  
 (b) New York City College of Technology CST 1100  
 introductory course dataset. 
• For each dataset, we compare the accuracies after filtering 

using the following techniques: 
 1. Single Model: We used decision trees (J48) as our 
 single filtering base model. 
 2. Online Bagging: We implemented online bagging as 
 illustrated by Oza [12] using Naïve Bayes as the base 
model. 
 3. Ensemble Filtering: Our algorithm uses the 
 following classifiers: J48, RandomForest and  Naïve 
 Bayes.  
 
We use consensus vote for Student performance dataset and 
majority vote for the dataset from New York City College of 
Technology 
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Dataset 1: UCI Student Performance 
• This dataset is based on a study of data collected 

during the 2005-2006 school year from two 
public schools, from the Alentejo region of 
Portugal. The database was built from two 
sources: school reports, based on paper sheets 
and including few attributes (i.e. the three 
period grades and number of school absences); 
and questionnaires, used to complement the 
previous information.  

• The data was integrated into two datasets related 
to Mathematics (with 395 examples)   and the 
Portuguese language (649 records). 
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Dataset 1: UCI Student Performance 
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WEKA – Dataset 1: Math  

ASEE 2016 



Dataset 1: Portugese 
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WEKA prediction output 
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Predictive accuracies of the different 
techniques 
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Clustering (Before and After Filtering) 



Dataset2: CST 1100 
• First year Computer Systems Technology 

students from the New York City College of 
Technology (CUNY) enrolled in 6 different 
semesters (Fall 2013, Fall 2014, Fall 2015 Spring 
2013, Spring 2014 and Spring 2015) taking an 
introductory computer systems course was used 
for this study.  

• The same professor taught all the semesters. The 
class has two tests, a midterm and a final. We 
attempt to predict the final grade given the two 
test scores and the midterm score.  
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Predictive accuracies  
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As was done with the previous dataset, we used ensemble classifier (J48, 
Random Forest and Naïve Bayes) to firstly eliminate noisy instances and 
then to predict the final grade of the students. We use a majority vote 
amongst the classifiers in eliminating the noisy instances. The predictive 
accuracy numbers are as shown below: 
 



Clustering (Before and After Filtering) 



Conclusion 
• In this work, we show that student data when 

filtered can show a huge improvement in predictive 
accuracy.  

• We compare using a single filters with ensemble 
filters and show that using ensemble filters works 
better for identifying and eliminating noisy 
instances.  

• We show that both types of voting (majority and 
consensus) can show improvements. We have shown 
that this ensemble technique works for two different 
settings: high school data and first year college data.  

• Although we have used decision trees, random forest 
and naïve bayes, other base classifier models can 
also be used.  

• We show that clustering works well after improving 
the quality of data. 
 ASEE 2016 



 

 

 

 

Questions? 
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